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Preface
This book presents the key technologies and components employed in modern processor 
and computer architectures and discusses how various architectural decisions result in 
computer configurations optimized for specific needs.

To understate the situation quite drastically, modern computers are complicated devices. 
Yet, when viewed in a hierarchical manner, the functions of each level of complexity 
become clear. We will cover a great many topics in these chapters and will only have 
the space to explore each of them to a limited degree. My goal is to provide a coherent 
introduction to each important technology and subsystem you might find in a modern 
computing device and explain its relationship to other system components.

I will not be providing a lengthy list of references for further reading. The Internet  
is your friend in this regard. If you can manage to bypass the clamor of political and  
social media argumentation on the Internet, you will find yourself in an enormous, cool, 
quiet library containing a vast quantity of accumulated human knowledge. Learn  
to use the advanced features of your favorite search engine. Also, learn to differentiate 
high-quality information from uninformed opinion. Check multiple sources if you have 
any doubts about the information you're finding. Consider the source: if you are looking 
for information about an Intel processor, search for documentation published by Intel.

By the end of this book, you will have gained a strong grasp of the computer architectures 
currently used in a wide variety of digital systems. You will also have developed an 
understanding of the relevant trends in architectural technology currently underway, 
as well as some possibly disruptive advances in the coming years that may drastically 
influence the architectural development of computing systems.

Who this book is for
This book is intended for software developers, computer engineering students, system 
designers, computer science professionals, reverse engineers, and anyone else seeking to 
understand the architecture and design principles underlying all types of modern computer 
systems from tiny embedded devices to smartphones to warehouse-sized cloud server farms. 
Readers will also explore the directions these technologies are likely to take in the coming 
years. A general understanding of computer processors is helpful but is not required.
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What this book covers
The information in this book is presented in the following sequence:

Chapter 1, Introducing Computer Architecture, begins with a brief history of automated 
computing devices and describes the significant technological advances that drove leaps 
in capability. This is followed by a discussion of Moore's law, with an assessment of its 
applicability over previous decades and the implications for the future. The basic concepts 
of computer architecture are introduced in the context of the 6502 microprocessor.

Chapter 2, Digital Logic, introduces transistors as switching elements and explains their 
use in constructing logic gates. We will then see how flip-flops and registers are developed 
by combining simple gates. The concept of sequential logic, meaning logic that contains  
state information, is introduced, and the chapter ends with a discussion of clocked  
digital circuits.

Chapter 3, Processor Elements, begins with a conceptual description of a generic processor. 
We will examine the concepts of the instruction set, register set, and instruction loading, 
decoding, execution, and sequencing. Memory load and store operations are also 
discussed. The chapter includes a description of branching instructions and their use in 
looping and conditional processing. Some practical considerations are introduced that 
lead to the necessity for interrupt processing and I/O operations.

Chapter 4, Computer System Components, discusses computer memory and its interface 
to the processor, including multilevel caching. I/O requirements including interrupt 
handling, buffering, and dedicated I/O processors are described. We will discuss some 
specific requirements for I/O devices including the keyboard and mouse, the video 
display, and the network interface. The chapter ends with descriptive examples of these 
components in modern computer applications, including smart mobile devices, personal 
computers, gaming systems, cloud servers, and dedicated machine learning systems.

Chapter 5, Hardware-Software Interface, discusses the implementation of the high-
level services a computer operating system must provide, including disk I/O, network 
communications, and interactions with users. This chapter describes the software 
layers that implement these features starting at the level of the processor instruction 
set and registers. Operating system functions, including booting, multiprocessing, and 
multithreading, are also described.

Chapter 6, Specialized Computing Domains, explores domains of computing that tend to 
be less directly visible to most users, including real-time systems, digital signal processing, 
and GPU processing. We will discuss the unique requirements associated with each of 
these domains and look at examples of modern devices implementing these features.
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Chapter 7, Processor and Memory Architectures, takes an in-depth look at modern 
processor architectures, including the von Neumann, Harvard, and modified Harvard 
variants. The chapter discusses the implementation of paged virtual memory. The practical 
implementation of memory management functionality within the computer architecture 
is introduced and the functions of the memory management unit are described.

Chapter 8, Performance-Enhancing Techniques, discusses a number of performance-
enhancing techniques used routinely to reach peak execution speed in real-world 
computer systems. The most important techniques for improving system performance, 
including the use of cache memory, instruction pipelining, instruction parallelism, and 
SIMD processing, are the subjects of this chapter.

Chapter 9, Specialized Processor Extensions, focuses on extensions commonly implemented 
at the processor instruction set level to provide additional system capabilities beyond generic 
data processing requirements. The extensions presented include privileged processor modes, 
floating-point mathematics, power management, and system security management.

Chapter 10, Modern Processor Architectures and Instruction Sets, examines the 
architectures and instruction set features of modern processor designs including the 
x86, x64, and ARM processors. One challenge that arises when producing a family of 
processors over several decades is the need to maintain backward compatibility with  
code written for earlier-generation processors. The need for legacy support tends to 
increase the complexity of the later-generation processors. This chapter will examine  
some of the attributes of these processor architectures that result from supporting  
legacy requirements.

Chapter 11, The RISC-V Architecture and Instruction Set, introduces the exciting new 
RISC-V (pronounced risk five) processor architecture and its instruction set. RISC-V is a 
completely open source, free-to-use specification for a reduced instruction set computer 
architecture. A complete user-mode (non-privileged) instruction set specification 
has been released and a number of hardware implementations of this architecture 
are currently available. Work is ongoing to develop specifications for a number of 
instruction set extensions. This chapter covers the features and variants available in the 
RISC-V architecture and introduces the RISC-V instruction set. We will also discuss the 
applications of the RISC-V architecture in mobile devices, personal computers, and servers.

Chapter 12, Processor Virtualization, introduces the concepts involved in processor 
virtualization and explains the many benefits resulting from the use of virtualization. The 
chapter includes examples of virtualization based on open source tools and operating 
systems. These tools enable the execution of instruction-set-accurate representations of 
various computer architectures and operating systems on a general-purpose computer.  
We will also discuss the benefits of virtualization in the development and deployment  
of real-world software applications.
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Chapter 13, Domain-Specific Computer Architectures, brings together the topics discussed 
in previous chapters to develop an approach for architecting a computer system design 
to meet unique user requirements. We will discuss some specific application categories, 
including mobile devices, personal computers, gaming systems, Internet search engines, 
and neural networks.

Chapter 14, Future Directions in Computer Architectures, looks at the road ahead for 
computer architectures. This chapter reviews the significant advances and ongoing trends 
that have resulted in the current state of computer architectures and extrapolates these 
trends in possible future directions. Potentially disruptive technologies are discussed 
that could alter the path of future computer architectures. In closing, I will propose some 
approaches for professional development for the computer architect that should result  
in a future-tolerant skill set.

To get the most out of this book
Each chapter in this book includes a set of exercises at the end. To get the most from the 
book, and to cement some of the more challenging concepts in your mind, I recommend 
you try to work through each exercise. Complete solutions to all exercises are provided 
in the book and are available online at https://github.com/PacktPublishing/
Modern-Computer-Architecture-and-Organization.

In case there's an update to the code examples and answers to the exercises, updates will 
appear on the existing GitHub repository.

We also have other code bundles from our rich catalog of books and videos available at 
https://github.com/PacktPublishing/. Check them out!

Code in Action
Code in Action videos for this book can be viewed at (https://bit.ly/2UWc6Ov). 
Code in Action videos provide dynamic demonstrations of many of the examples and 
exercises from this book.

Conventions used
There are a number of text conventions used throughout this book.

Code in text: Indicates code words in text, database table names, folder names, 
filenames, file extensions, pathnames, dummy URLs, user input, and Twitter handles. 
Here is an example: "Subtraction using the SBC instruction tends to be a bit more 
confusing to novice 6502 assembly language programmers."
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A block of code is set as follows:

; Add four bytes together using immediate addressing mode

LDA #$04

CLC

ADC #$03

ADC #$02

ADC #$01

Any command-line input or output is written as follows:

C:\>bcdedit

Windows Boot Manager

--------------------

identifier              {bootmgr}

Bold: Indicates a new term, an important word, or words that you see onscreen. Here is  
an example: "Because there are now four sets, the Set field in the physical address reduces 
to two bits and the Tag field increases to 24 bits."

Tips or important notes
Appear like this.

Get in touch
Any errors in this book are the fault of the author, me. I appreciate receiving feedback on 
the book including bug reports on the contents. Please submit bug reports on GitHub at 
https://github.com/PacktPublishing/Modern-Computer-Architecture-
and-Organization/issues. Feedback from readers is always welcome.

As necessary, errata will be made available online at https://github.com/
PacktPublishing/Modern-Computer-Architecture-and-Organization.
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Piracy: If you come across any illegal copies of this work in any form on the Internet, 
we would be grateful if you would provide us with the location address or website name. 
Please contact us at copyright@packt.com with a link to the material.

If you are interested in becoming an author: If there is a topic that you have expertise  
in and you are interested in either writing or contributing to a book, please visit 
authors.packtpub.com.

Reviews
Please leave a review. Once you have read and used this book, I ask you to leave a review 
on the site that you purchased it from. Potential readers can then see and use your 
unbiased opinion to make purchase decisions. Thank you!

For more information about Packt, please visit packt.com.



Section 1:  
Fundamentals 

of Computer 
Architecture

In this section, we will begin at the transistor level and work our way up to the computer 
system level. You will develop an understanding of the key components of modern 
computer architectures.

This section comprises the following chapters:

• Chapter 1, Introducing Computer Architecture
• Chapter 2, Digital Logic
• Chapter 3, Processor Elements
• Chapter 4, Computer System Components
• Chapter 5, Hardware–Software Interface
• Chapter 6, Specialized Computing Domains





1
Introducing 

Computer 
Architecture

The architecture of automated computing devices has evolved from mechanical systems 
constructed nearly two centuries ago to the broad array of modern electronic computing 
technologies we use directly and indirectly every day. Along the way, there have been 
stretches of incremental technological improvement interspersed with disruptive advances 
that have drastically altered the trajectory of the industry. These trends can be expected  
to continue into the future.

In past decades, the 1980s, for example, students and technical professionals eager to learn 
about computing devices had a limited range of subject matter available for this purpose. 
If they had a computer of their own, it might have been an IBM PC or an Apple II. If 
they worked for an organization with a computing facility, they might have used an IBM 
mainframe or a Digital Equipment Corporation VAX minicomputer. These examples, and 
a limited number of similar systems, encompassed most people's exposure to computer 
systems of the time.
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Today, numerous specialized computing architectures exist to address widely varying  
user needs. We carry miniature computers in our pockets and purses that can place phone 
calls, record video, and function as full participants on the Internet. Personal computers 
remain popular in a format outwardly similar to the PCs of past decades. Today's PCs, 
however, are orders of magnitude more capable than the first generations of PCs in  
terms of computing power, memory size, disk space, graphics performance, and 
communication capability.

Companies offering web services to hundreds of millions of users construct vast 
warehouses filled with thousands of closely coordinated computer systems capable  
of responding to a constant stream of requests with extraordinary speed and precision. 
Machine learning systems are trained through the analysis of enormous quantities  
of data to perform complex activities, such as driving automobiles.

This chapter begins by presenting a few key historical computing devices and the leaps  
in technology associated with them. This chapter will examine modern-day trends related 
to technological advances and introduce the basic concepts of computer architecture, 
including a close look at the 6502 microprocessor. These topics will be covered:

• The evolution of automated computing devices
• Moore's law
• Computer architecture

The evolution of automated computing 
devices
This section reviews some classic machines from the history of automated computing 
devices and focuses on the major advances each embodied. Babbage's Analytical Engine 
is included here because of the many leaps of genius contained in its design. The other 
systems are discussed because they embodied significant technological advances and 
performed substantial real-world work over their lifetimes.

Charles Babbage's Analytical Engine
Although a working model of the Analytical Engine was never constructed, the  
detailed notes Charles Babbage developed from 1834 until his death in 1871 described  
a computing architecture that appeared to be both workable and complete. The Analytical 
Engine was intended to serve as a general-purpose programmable computing device. The 
design was entirely mechanical and was to be constructed largely of brass. It was designed 
to be driven by a shaft powered by a steam engine.
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Borrowing from the punched cards of the Jacquard loom, the rotating studded barrels 
used in music boxes, and the technology of his earlier Difference Engine (also never 
completed in his lifetime, and more of a specialized calculating device than a computer), 
the Analytical Engine design was, otherwise, Babbage's original creation.

Unlike most modern computers, the Analytical Engine represented numbers in signed 
decimal form. The decision to use base-10 numbers rather than the base-2 logic of most 
modern computers was the result of a fundamental difference between mechanical 
technology and digital electronics. It is straightforward to construct mechanical wheels 
with ten positions, so Babbage chose the human-compatible base-10 format because it was 
not significantly more technically challenging than using some other number base. Simple 
digital circuits, on the other hand, are not capable of maintaining ten different states with 
the ease of a mechanical wheel.

All numbers in the Analytical Engine consisted of 40 decimal digits. The large number 
of digits was likely selected to reduce problems with numerical overflow. The Analytical 
Engine did not support floating-point mathematics.

Each number was stored on a vertical axis containing 40 wheels, with each wheel capable 
of resting in ten positions corresponding to the digits 0-9. A 41st number wheel contained 
the sign: any even number on this wheel represented a positive sign and any odd number 
represented a negative sign. The Analytical Engine axis was somewhat analogous to the 
register used in modern processors except the readout of an axis was destructive. If it was 
necessary to retain an axis's value after it had been read, another axis had to store a copy 
of the value. Numbers were transferred from one axis to another, or used in computations, 
by engaging a gear with each digit wheel and rotating the wheel to read out the numerical 
value. The axes serving as system memory were referred to collectively as the store.

The addition of two numbers used a process somewhat similar to the method of addition 
taught to schoolchildren. Assume a number stored on one axis, let's call it the addend, was 
to be added to a number on another axis, let's call it the accumulator. The machine would 
connect each addend digit wheel to the corresponding accumulator digit wheel through 
a train of gears. It would then simultaneously rotate each addend digit downward to zero 
while driving the accumulator digit an equivalent rotation in the increasing direction. 
If an accumulator digit wrapped around from nine to zero, the next most significant 
accumulator digit would increment by one. This carry operation would propagate across 
as many digits as needed (think of adding 1 to 999,999). By the end of the process, the 
addend axis would hold the value zero and the accumulator axis would hold the sum 
of the two numbers. The propagation of carries from one digit to the next was the most 
mechanically complex part of the addition process.
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Operations in the Analytical Engine were sequenced by music box-like rotating barrels in 
a construct called the mill, which is analogous to the processing component of a modern 
CPU. Each Analytical Engine instruction was encoded in a vertical row of locations on 
the barrel where the presence or absence of a stud at a particular location either engaged 
a section of the Engine's machinery or left the state of that section unchanged. Based on 
Babbage's hypothesized execution speed, the addition of two 40-digit numbers, including 
the propagation of carries, would take about three seconds.

Babbage conceived several important concepts for the Engine that remain relevant today. 
His design supported a degree of parallel processing that accelerated the computation of 
series of values for output as numerical tables. Mathematical operations such as addition 
supported a form of pipelining, in which sequential operations on different data values 
overlapped in time.

Babbage was well aware of the complexities associated with mechanical devices such as 
friction, gear backlash, and wear over time. To prevent errors caused by these effects, the 
Engine incorporated mechanisms called lockings that were applied during data transfers 
across axes. The lockings forced the number wheels into valid positions and prevented 
accumulated errors from allowing a wheel to drift to an incorrect value. The use of 
lockings is analogous to the amplification of potentially weak input signals to produce 
stronger outputs by the digital logic gates in modern processors.

The Analytical Engine was programmed using punched cards and supported branching 
operations and nested loops. The most complex program for the Analytical Engine was 
developed by Ada Lovelace to compute the Bernoulli numbers.

Babbage constructed a trial model of a portion of the Analytical Engine mill, which is 
currently on display at the Science Museum in London.

ENIAC
ENIAC, the Electronic Numerical Integrator and Computer, was completed in 1945 and 
was the first programmable general-purpose electronic computer. The system consumed 
150 kilowatts of electricity, occupied 1,800 square feet of floor space, and weighed 27 tons.

The design was based on vacuum tubes, diodes, and relays. ENIAC contained over 
17,000 vacuum tubes that functioned as switching elements. Similar to the Analytical 
Engine, it used base-10 representation of ten-digit decimal numbers implemented using 
ten-position ring counters (the ring counter will be discussed in Chapter 2, Digital Logic). 
Input data was received from an IBM punch-card reader and the output of computations 
was sent to a card punch machine.
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The ENIAC architecture was capable of complex sequences of processing steps including 
loops, branches, and subroutines. The system had 20 ten-digit accumulators that were 
similar to registers in modern computers. However, it did not initially have any memory 
storage beyond the accumulators. If intermediate values were required for use in later 
computations, they had to be written to punch cards and read back in when needed. 
ENIAC could perform about 385 multiplications per second. 

ENIAC programs consisted of plugboard wiring and switch-based function tables. 
Programming the system was an arduous process that often took the team of talented 
female programmers weeks to complete. Reliability was a problem, as vacuum tubes  
failed regularly, requiring troubleshooting on a day-to-day basis to isolate and replace 
failed tubes.

In 1948, ENIAC was improved by adding the ability to program the system via  
punch cards rather than plugboards. This improvement greatly enhanced the speed  
with which programs could be developed. As a consultant for this upgrade, John 
von Neumann proposed a processing architecture based on a single memory region 
containing program instructions and data, a processing component with an arithmetic 
logic unit and registers, and a control unit with an instruction register and a program 
counter. Many modern processors continue to implement this general structure, now 
known as the von Neumann architecture.

Early applications of ENIAC included analyses related to the development of the  
hydrogen bomb and the computation of firing tables for long-range artillery.

IBM PC
In the years following the construction of ENIAC, several technological breakthroughs 
resulted in remarkable advances in computer architectures:

• The invention of the transistor in 1947 by John Bardeen, Walter Brattain, and 
William Shockley delivered a vast improvement over the vacuum tube technology 
prevalent at the time. Transistors were faster, smaller, consumed less power, and, 
once production processes had been sufficiently optimized, were much more 
reliable than the failure-prone tubes.

• The commercialization of integrated circuits in 1958, led by Jack Kilby of Texas 
Instruments, began the process of combining large numbers of formerly discrete 
components onto a single chip of silicon.

• In 1971, Intel began production of the first commercially available microprocessor, 
the Intel 4004. The 4004 was intended for use in electronic calculators and was 
specialized to operate on 4-bit binary coded decimal digits.
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From the humble beginning of the Intel 4004, microprocessor technology advanced 
rapidly over the ensuing decade by packing increasing numbers of circuit elements  
onto each chip and expanding the capabilities of the microprocessors implemented  
on the chips.

The 8088 microprocessor
IBM released the IBM PC in 1981. The original PC contained an Intel 8088 
microprocessor running at a clock frequency of 4.77 MHz and featured 16 KB of RAM, 
expandable to 256 KB. It included one or, optionally, two floppy disk drives. A color 
monitor was also available. Later versions of the PC supported more memory, but  
because portions of the address space had been reserved for video memory and  
read-only memory, the architecture could support a maximum of 640 KB of RAM.

The 8088 contained fourteen 16-bit registers. Four were general purpose registers  
(AX, BX, CX, and DX.) Four were memory segment registers (CS, DS, SS, and ES) that 
extended the address space to 20 bits. Segment addressing functioned by adding a 16-bit 
segment register value, shifted left by four bit positions, to a 16-bit offset contained in an 
instruction to produce a physical memory address within a one megabyte range.

The remaining 8088 registers were the Stack Pointer (SP), the Base Pointer (BP), the 
Source Index (SI), the Destination Index (DI), the Instruction Pointer (IP), and the 
Status Flags (FLAGS). Modern x86 processers employ an architecture remarkably similar 
to this register set (Chapter 10, Modern Processor Architectures and Instruction Sets, will 
cover the details of the x86 architecture). The most obvious differences between the 8088 
and x86 are the extension of the register widths to 32 bits in x86 and the addition of a 
pair of segment registers (FS and GS) that are used today primarily as data pointers in 
multithreaded operating systems.

The 8088 had an external data bus width of 8 bits, which meant it took two bus cycles to 
read or write a 16-bit value. This was a performance downgrade compared to the earlier 
8086 processor, which employed a 16-bit external bus. However, the use of the 8-bit bus 
made the PC more economical to produce and provided compatibility with lower-cost 8-bit 
peripheral devices. This cost-sensitive design approach helped to reduce the purchase price 
of the PC to a level accessible to more potential customers.

Program memory and data memory shared the same address space, and the 8088 
accessed memory over a single bus. In other words, the 8088 implemented the von 
Neumann architecture. The 8088 instruction set included instructions for data movement, 
arithmetic, logical operations, string manipulation, control transfer (conditional and 
unconditional jumps and subroutine call and return), input/output, and additional 
miscellaneous functions. The processor required about 15 clock cycles per instruction on 
average, resulting in an execution speed of 0.3 million instructions per second (MIPS).
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The 8088 supported nine distinct modes for addressing memory. This variety of modes 
was needed to efficiently implement methods for accessing a single item at a time as well 
as for iterating through sequences of data.

The segment registers in the 8088 architecture provided a clever way to expand the range 
of addressable memory without increasing the length of most instructions referencing 
memory locations. Each segment register allowed access to a 64-kilobyte block of memory 
beginning at a physical memory address defined at a multiple of 16 bytes. In other words, 
the 16-bit segment register represented a 20-bit base address with the lower four bits set  
to zero. Instructions could then reference any location within the 64-kilobyte segment 
using a 16-bit offset from the address defined by the segment register.

The CS register selected the code segment location in memory and was used in fetching 
instructions and performing jumps and subroutine calls and returns. The DS register 
defined the data segment location for use by instructions involving the transfer of data to 
and from memory. The SS register set the stack segment location, which was used for local 
memory allocation within subroutines and for storing subroutine return addresses.

Programs that required less than 64-kilobyte in each of the code, data, and stack segments  
could ignore the segment registers entirely because those registers could be set once at 
program startup (compilers would do this automatically) and remain unchanged through 
execution. Easy!

Things got quite a bit more complicated when a program's data size increased beyond 
64-kilobyte. Compilers for the 8088 architecture distinguished between near and far 
references to memory. A near pointer represented a 16-bit offset from the current segment 
register base address. A far pointer contained 32 bits of addressing information: a 16-bit 
segment register value and a 16-bit offset. Far pointers obviously required 16 bits of extra 
data memory and they required additional processing time. Making a single memory 
access using a far pointer involved the following steps:

1. Save the current segment register contents to a temporary location.
2. Load the new segment value into the register.
3. Access the data (read or write as needed) using an offset from the segment base.
4. Restore the original segment register value.

When using far pointers, it was possible to declare data objects (for example, an array 
of characters) up to 64 KB in size. If you needed a larger structure, you had to work out 
how to break it into chunks no larger than 64 KB and manage them yourself. As a result 
of these segment register manipulations, programs that required extensive access to data 
larger than 64 KB were susceptible to code size bloat and slower execution.
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The IBM PC motherboard also contained a socket for an optional Intel 8087 floating-
point coprocessor. The designers of the 8087 invented data formats and processing rules 
for 32-bit and 64-bit floating point numbers that became enshrined in 1985 as the IEEE 
754 floating-point standard, which remains in near-universal use today. The 8087 could 
perform about 50,000 floating-point operations per second. We will look at floating-point 
processors in detail in Chapter 9, Specialized Processor Extensions.

The 80286 and 80386 microprocessors
The second generation of the IBM PC, the PC AT, was released in 1984. AT stood for 
Advanced Technology and referred to several significant enhancements over the original 
PC that mostly resulted from the use of the Intel 80286 processor.

Like the 8088, the 80286 was a 16-bit processor, and it maintained backward compatibility 
with the 8088: 8088 code could run unmodified on the 80286. The 80286 had a 16-bit 
data bus and 24 address lines supporting a 16-megabyte address space. The external data 
bus width was 16 bits, improving data access performance over the 8-bit bus of the 8088. 
The instruction execution rate (instructions per clock cycle) was about double the 8088 
in many applications. This meant that at the same clock speed the 80286 would be twice 
as fast as the 8088. The original PC AT clocked the processor at 6 MHz and a later version 
operated at 8 MHz. The 6 MHz variant of the 80286 achieved an instruction execution 
rate of about 0.9 MIPS.

The 80286 implemented a protected virtual address mode intended to support multiuser 
operating systems and multitasking. In protected mode, the processor enforced memory 
protection to ensure one user's programs could not interfere with the operating system or 
with other users' programs. This groundbreaking technological advance remained little 
used for many years, mainly because of the prohibitive cost of adding sufficient memory 
to a computer system to make it useful in a multiuser, multitasking context.

The next generation of the x86 processor line was the 80386, introduced in 1985. The 
80386 was a 32-bit processor with support for a flat 32-bit memory model in protected 
mode. The flat memory model allowed programmers to address up to 4 GB directly, 
without the need to manipulate segment registers. Compaq introduced an IBM 
PC-compatible personal computer based on the 80386 called the DeskPro in 1986. The 
DeskPro shipped with a version of Microsoft Windows targeted to the 80386 architecture.
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The 80386 maintained a large degree of backward compatibility with the 80286 and 8088 
processors. The design implemented in the 80386 remains the current standard x86 
architecture. Much more about this architecture will be covered in Chapter 10, Modern 
Processor Architectures and Instruction Sets.

The initial version of the 80386 was clocked at 33 MHz and achieved about 11.4 MIPS. 
Modern implementations of the x86 architecture run several hundred times faster  
than the original as the result of higher clock speeds, performance enhancements such  
as extensive use of cache memory, and more efficient instruction execution at the 
hardware level.

The iPhone
In 2007, Steve Jobs introduced the iPhone to a world that had no idea it had any use 
for such a device. The iPhone built upon previous revolutionary advances from Apple 
Computer including the Macintosh computer in 1984 and the iPod music player in  
2001. The iPhone combined the functions of the iPod, a mobile telephone, and an 
Internet-connected computer.

The iPhone did away with the hardware keyboard that was common on smartphones of 
the time and replaced it with a touchscreen capable of displaying an on-screen keyboard 
or any other type of user interface. The screen was driven by the user's fingers and 
supported multi-finger gestures for actions such as zooming a photo.

The iPhone ran the OS X operating system, the same OS used on the flagship Macintosh 
computers of the time. This decision immediately enabled the iPhone to support a vast 
range of applications already developed for Macs and empowered software developers 
to rapidly introduce new applications tailored to the iPhone, once Apple began allowing 
third-party application development.

The iPhone 1 had a 3.5" screen with a resolution of 320x480 pixels. It was 0.46 inches thick 
(thinner than other smartphones), had a 2-megapixel camera built in, and weighed 4.8 
oz. A proximity sensor detected when the phone was held to the user's ear and turned off 
screen illumination and touchscreen sensing during calls. It had an ambient light sensor to 
automatically set the screen brightness and an accelerometer detected whether the screen 
was being held in portrait or landscape orientation.

The iPhone 1 included 128 MB of RAM, 4 GB, 8 GB, or 16 GB of flash memory, and 
supported Global System for Mobile communications (GSM) cellular communication, 
Wi-Fi (802.11b/g), and Bluetooth.
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In contrast to the abundance of openly available information about the IBM PC, 
Apple was notoriously reticent about releasing the architectural details of the iPhone's 
construction. Apple released no information about the processor or other internal 
components of the first iPhone, simply calling it a closed system.

Despite the lack of official information from Apple, other parties have enthusiastically 
torn down the various iPhone models and attempted to identify the phone's components 
and how they interconnect. Software sleuths have devised various tests to attempt to 
determine the specific processor model and other digital devices implemented in the 
iPhone. These reverse engineering efforts are subject to error, so descriptions of the 
iPhone architecture in this section should be taken with a grain of salt.

The iPhone 1 processor was a 32-bit ARM11 manufactured by Samsung running at 412 
MHz. The ARM11 was an improved variant of previous generation ARM processors and 
included an 8-stage instruction pipeline and support for Single Instruction-Multiple 
Data (SIMD) processing to improve audio and video performance. The ARM processor 
architecture will be discussed further in Chapter 10, Modern Processor Architectures and 
Instruction Sets.

The iPhone 1 was powered by a 3.7V lithium-ion polymer battery. The battery was not 
intended to be replaceable, and Apple estimated it would lose about 20 percent of its 
original capacity after 400 charge and discharge cycles. Apple quoted up to 250 hours  
of standby time and 8 hours of talk time on a single charge.

Six months after the iPhone was introduced, Time magazine named the iPhone the 
"Invention of the Year" for 2007. In 2017, Time ranked the 50 Most Influential Gadgets  
of All Time. The iPhone topped the list.

Moore's law
For those working in the rapidly advancing field of computer technology, it is a significant 
challenge to make plans for the future. This is true whether the goal is to plot your 
own career path or for a giant semiconductor corporation to identify optimal R&D 
investments. No one can ever be completely sure what the next leap in technology will be, 
what effects from it will ripple across the industry and its users, or when it will happen. 
One technique that has proven useful in this difficult environment is to develop a rule  
of thumb, or empirical law, based on experience.


