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Abstract. This paper explores ways to address the problem of the high
cost problem of poor recommendations in reciprocal recommender sys-
tems. These systems recommend one person to another and require that
both people like each other for the recommendation to be successful. A
notable example, and the focus of our experiments is online dating. In
such domains, poor recommendations should be avoided as they cause
users to suffer repeated rejection and abandon the site. This paper de-
scribes our experiments to create a recommender based on two classes
of models: one to predict who each user will like; the other to predict
who each user will dislike. We then combine these models to generate
recommendations for the user. This work is novel in exploring modelling
both people’s likes and dislikes and how to combine these to support a
reciprocal recommendation, which is important for many domains, in-
cluding online dating, employment, mentor-mentee matching and help-
helper matching. Using a negative and a positive preference model in
a combined manner, we improved the success rate of reciprocal recom-
mendations by 18% while, at the same time, reducing the failure rate by
36% for the top-1 recommendations in comparison to using the positive
model of preference alone.

1 Introduction

Modelling what users like has allowed recommender websites to provide person-
alised recommendations of products they might want to purchase. There has
been relatively little work that explicitly modelled negative preferences, inde-
pendently of the positive model. This issue is somewhat subtle, because recom-
menders make use of both positive and negative ratings to build their preference
models. These models are successful if they are effective in providing recom-
mendations that have a high proportion of good recommendations. It may not
matter if there is a small proportion of poor recommendations within this set.

However, for recommenders that focus on matching people to people, the
cost of a poor recommendation can be quite high. This type of recommender
is called reciprocal recommender [9] because it involves establishing reciprocal
relationships between people in domains such as in online dating sites, employ-
ment websites (which aim to match employees and employers), mentor-mentee
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matching and matching helper and helpees. So, for example, consider a scenario
where a user, Bob, is recommended to another user, Alice; this recommendation
is only successful if both Alice and Bob reciprocally agree that the recommen-
dation is good. Importantly, the interaction is staged. At the first stage, it is
like other recommenders in the fact that Alice is presented with a set of recom-
mendations and she can simply ignore the one for Bob if she does not like that
recommendation (Bob may never know that he was recommended). However, it
can be highly costly to the system if Alice initiates a contact with Bob and he
then rejects her. If the same situation happens repeatedly, it may cause Alice to
feel the anguish of repeated rejection.

Because the cost of poor reciprocal recommendations can be high, it seems
likely that it will be valuable to build a model of negative preferences for such
domains. Some key attributes of reciprocal recommenders make this seem rather
important, compared to conventional recommenders. Notably, it is important to
avoid overloading any individual. This is partly because each person only needs
a small number of recommendations of people they should consider more se-
riously, for example, moving to establishing contact. It is also important from
the recommendee perspective as it increases the risk of them being ignored or
rejected by a popular person. Another key property of reciprocal recommenders
is that they must involve every user in recommendations: every user must be
given recommendations, and the system should recommend every user to oth-
ers, no matter how unpopular they might be. This might mean that, compared
with conventional recommenders, the reciprocal recommender may need to find
recommendations that may not be a particularly good match to the user’s pref-
erence model; in this case, the explicit modelling of negative preferences, may
help avoid making recommendations that are more likely to incur the risk of
rejection.

In this paper, we explore the impact of building and combining positive and
negative preference models for online dating. We need to introduce some termi-
nology for this context. The first stage of the recommendation process involves
presenting a user (such as Alice in our scenario) with a set of recommendations.
If this is successful, and the user likes one or more of the recommendations,
the user can send an expression of interest (EOI) to the people they like. The
EOI for our system is one of a set of short, pre-defined messages. The second
stage involves the person who receives an EOI (Bob in our scenario), who can
respond to an EOI with one of a small set of pre-defined messages. The response
of an EOI can be either positive or negative indicating whether the recipient
likes or dislikes the person who sent the EOI. At this second stage, a positive
response indicates the recommendation process is proceeding successfully. The
third key step is that one of the users can purchase a token allowing both users
to exchange unconstrained messages that might contain contact details. After
this stage users can meet face to face, or simply communicate outside the online
dating website using standard electronic means.

The remainder of this paper is structured as follows. Section 2 reviews the
literature in reciprocal recommenders for online dating and the use of nega-
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tive indications of preference. Section 3 describes the main characteristics of
the content-based reciprocal recommender used in this study, including the way
we have incorporated negative indications of preferences. Section 4 presents the
evaluation setup and the evaluation results, including how much negative pref-
erences influenced the results, and especially its effect on preventing rejection.
Finally, Section 5 discusses the results and their implications for other reciprocal
recommenders.

2 Literature Review

Although online dating had not received much attention in recommender systems
research in the past, the last year has seen several papers on the subject. These
include our work [9] which introduced the notion or reciprocal recommenders,
identified their distinctive characteristics and created RECON, a recommender
we used to explore the effect of taking reciprocity into account. There was also
the quite independent work of Diaz et al. [5] as well as McFee and Lanckriet [8],
which focussed on finding a list of users whose chance of a positive interaction
with another user is higher for those users near the top of the list than for those
users near the bottom (i.e. a ranking problem). We will return to these in more
detail after reviewing key work in modelling negative preferences.

There has been a range of research into use of negative preferences. For in-
stance, the Adaptive Radio [4] is one example of work that explored the value of
explicitly modelling negative preferences for group recommendation. The work
of Kim et al. [7] creates a people recommendation system for a social network
website where users can reply positively or negatively to other users. Kim et al.
create groups of users based on common attributes and by comparing the com-
munication between these groups, they find rules that can be applied to generate
recommendations. They highlight that it is important to consider both sides of
the recommendation process. They have shown that for the reciprocal domain
of social networks, recommendation can improve by considering the preferences
of the object of the recommendation. However, they did not report any particu-
lar use of the negative interactions, nor did they attempt to minimise negative
responses.

Similarly, the collaborative filtering technique named SocialCollab [3] was
also in the context of a social network. But they make no mention of negative
interactions. Their algorithm combines two network of users: (1) users with sim-
ilar “taste”, and (2) users with similar “attractiveness”. Similar taste is defined
in terms of the users who send messages to the same group of users, while similar
attractiveness relates to those users who receive messages from the same group
of users. By combining these two strategies, they report improved performance,
indicating the importance of reciprocity in a people to people recommender.

The work of Akehurst et al. [1] makes use of positive and negative responses
to an EOI. Akehurst found that similar users, in terms of the attributes of the
users, like and dislike similar groups of users. Using this information, Akehurst
deals with the cold start problem by finding a set of users who were liked by a
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group of similar users, and used a ranking strategy that accounts for the number
of positive and negative responses given by these users. This strategy means that
the system aims to recommend people who send more positive replies and few
negative replies to the set of similar users. This work used a hybrid approach,
that combined collaborative filtering to generate recommendations, and content-
based recommender algorithms to compute the list of similar users.

Brozovsky and Petricek [2] applied collaborative filtering in an online dating
system. They used variations of user-user and item-item collaborative filtering
algorithms and several different benchmarks using a dataset to predict the rat-
ings that users would give for each other’s appearance in an online dating service.
The use of positive and negative indications are implicit in the ratings given by
the user.

Taking an information retrieval and machine learning approach to finding
good matches in an online dating scenario, McFee and Lanckriet [8] used struc-
tural support vector machine (SVM) to learn distance metrics optimised for dif-
ferent ranking measures. Because structural SVMs require positive and negative
examples, McFee and Lanckriet used positive interactions as positive indications
and then treated all other interactions (not necessarily known to be negative) as
negative examples. Although McFee and Lanckriet reported better results than
the baseline, the difference in the results is small.

Diaz et al. [5] focus on learning a reciprocal ranking function that max-
imises the chance of a positive interaction between online dating users. They
describe the reciprocal aspects in the research as two-sided relevance. They used
structured and unstructured profile features, including the information about
the user’s explicit preferences (the user “query”) and the positive and negative
interactions between users.

In this paper, we go beyond the class of the work discussed above by exploring
the modelling of negative preferences, as well as positive preferences. We use
these models to generate recommendations that we are most confident the user
likes balanced by the need to present recommendations for people who are least
likely to dislike the user.

3 RECON

As this work builds from the earlier RECON [9], we now describe it. RECON is a
content-based reciprocal recommender system for online dating. It uses positive
user interactions to build the model used to generate recommendations. RECON
is a reciprocal recommender, meaning that it considers the preference models of
both sides before a match is suggested to the user.

Consider the set of users with whom a user A has positively interacted. This
is any user to whom A has sent an EOI or, the user has sent an EOI to A,
who then replied positively. We extract the values of all profile features of these
users. We store these values as a collection of counts and build a model of posi-
tive preferences M+

A , which is then used to calculate the positive compatibility
C+(A,B) of a user A with any user B. This positive compatibility is calculated
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by checking how many times each attribute value of B’s profile occurred in M+
A .

These values are normalised by the number of users used to build the preference
model and by the number of attributes in the user profile.

For instance, Alice has sent EOIs to 10 men with the following characteris-
tics: 7 singles, 2 divorced, 1 separated; 5 smokers, 5 non smokers. The positive
compatibility between Alice and a user Bob who is single and a non smoker is:

C+(Alice,Bob) =
7 + 5

10× 2
= 0.6

The reciprocal part of the recommendation is created by finding the top-
N highest reciprocal compatibility scores between all A, B pairs of users. The
reciprocal positive compatibility scores is the harmonic mean between C+(A,B)
and C+(B,A). Essentially, RECON learns who to recommend to a user Alice,
by learning the people whom Alice is likely to like and, of these people, selecting
those most likely to like her. It does this by making use only of the positive
actions of Alice (people she has sent an EOI or replied positively to) and the
positive actions of other users.

3.1 RECON using negative preferences

The same approach can be used create a model based on the negative interactions
between the users (i.e. indications that someone does not like someone else).
These negative models can be used to generate recommendations that are less
likely to be disliked by the users.

Similarly to the positive preference model, given the set of negative user
interactions of a user A, we define a negative preference model M−

A . This negative
preference model is used to calculate the negative compatibility C−(A,B) of a
user A with any user B. This is essentially a model that measures the similarity
between a user and the people whom Alice has negatively replied to their EOI.

Given a positive and negative compatibility, we can calculate the combined
compatibility of a user A with a user B using A’s positive and negative models
of preference by subtracting the negative compatibility score from the positive
compatibility score, with a normalisation step to obtain a compatibility score
between 0 and 1. The formula is as follows:

C±(A,B) =
1 + C+(A,B)− C−(A,B)

2
(1)

In this way, it is possible to measure how much a user Bob matches the
positive compatibility of a user Alice (i.e. how strongly the model predicts that
Alice will like Bob) and how much Bob matches the negative compatibility of
Alice (i.e. how strongly the model predicts that Alice will dislike Bob).

By combining both scores, we define a combined compatibility score that will
give high scores for matches that are similar to the positive preference model
and different from the negative preference model. Combined compatibility scores
close to 0.5 are likely to be users who match the positive and the negative
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Table 1. Example of recommendations and compatibility scores for a user x (ranking of
recommendations for user x according to each compatibility score is shown in brackets)

y = C+(x, y) C−(x, y) C±(x, y) C+(y, x) C−(y, x) C±(y, x) C+
rec(x, y) C±

rec(x, y)

j 0.80 (1) 0.30 (2) 0.75 (1) 0.40 0.80 0.30 0.53 (2) 0.43 (4)

p 0.75 (2) 0.75 (5) 0.50 (3) 0.80 0.30 0.75 0.77 (1) 0.60 (1)

z 0.55 (3) 0.50 (3) 0.53 (2) 0.30 0.70 0.30 0.39 (4) 0.38 (5)

w 0.30 (4) 0.70 (4) 0.30 (5) 0.90 0.30 0.80 0.45 (3) 0.44 (3)

k 0.20 (5) 0.20 (1) 0.50 (3) 0.20 0.30 0.45 0.20 (5) 0.47 (2)

preference model equally. By contrast, combined scores close to zero indicate
users who highly match someone’s negative model and are a poor match to that
person’s positive model. Table 1 shows examples of these scores.

Similar to RECON, reciprocal recommendation can be created as the har-
monic mean of the combined compatibility scores such that:

C±
rec(A,B) =

2
1

C±(A,B) + 1
C±(B,A)

(2)

between all pairs of users A and B. We use harmonic mean because it is de-
sirable to favour low compatibility scores over high scores when two users have
distinctly different levels of compatibility. For instance, if Bob likes Alice a lot,
and Alice does not like Bob at all, there is a very little chance that this re-
ciprocal relationship will be successful; therefore, we want to have a reciprocal
compatibility score more similar to Alice’s score than to Bob’s score.

In Table 1, we demonstrate how the values of the different compatibility
scores relate to each other. For example, user p, who has a high positive com-
patibility score with user x (ranked second using C+(x, y)) and a high negative
score (ranked last1 using C−(x, y)), only ranks third in a combined score using
C±(x, y). The same third position is occupied by k with a low C+(x, y) and a
low C−(x, y). Also in the example of Table 1, we can observe that user j has the
highest combined compatibility score with user x (highest C±(x, y)); however
because x’s combined compatibility score with j (i.e. C±(j, x)) is low, j has a
low reciprocal compatibility score (C±

rec(x, y)) in comparison to the other users
in this example.

4 Evaluation

We have conducted our research in the context of one of the largest online
dating websites in Australia. For the experiments described in this paper, we
used one month of interactions (EOIs sent and their replies) between users to
train our models, and the subsequent month to evaluate them. All experiments
were clearly divided into training and testing data. For the purpose of evaluating
the impact of negative preference model, we selected users who had both positive

1 Notice that the negative ranking is from the lowest value to the highest value.
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Table 2. Data set used in these experiments

Training Testing

Users 11,921 11,495

EOIs 360,498 560,595

Positive Replies 56,080 93,810

Baseline Success Rate (15.56%) (16.73%)

Negative Replies 164,880 309,211

Baseline Failure Rate (45.74%) (55.16%)

and negative preference models; that is, users who have sent at least one EOI or
replied positively to one EOI (a positive indication of preference), and who have
replied negatively to at least one other user. In order to run different types of
experiments in a timely manner and because location is one of most important
factors in online dating, we only selected users who lived in the Sydney area. The
size of the data set is shown in Table 2. The training and test sets are similar
in size. The baseline success rate of is calculated by dividing the positive replies
by the total number of EOIs. Similarly, the baseline failure rate is the number
of negative replies as a percentage of all EOIs.

4.1 Evaluation Metrics

We evaluated our systems using EOI precision at N (P@N), success rate at
N (S@N), and failure rate at N (F@N). EOI precision at N (Equation 3),
measures the proportion of the top-N recommendations to whom the user sent
an EOI in the test data. EOI precision at N can tell us how well the ranking
works in terms of the rate of acceptance of the recommendations by the user
receiving the recommendation.

P@N =
|EOIs ∩Recommended|
|Recommended|

(3)

Success rate at N (S@N) measures the rate of success (EOI with positive replies)
among all EOIs in the top-N recommendations (Equation 4). Success rate at
N can tell us whether the first N recommendations, if accepted by the users
receiving them, are likely to have positive responses.

S@N =
|EOIs ∩Recommended ∩ PositiveResponse|

|EOIs ∩Recommended|
(4)

Failure rate at N is a similar measure to S@N , and is calculated using all
EOIs that had negative responses against all EOIs in the top-N recommenda-
tions (Equation 5). Failure rate can tell us whether a ranking strategy can help
minimise negative responses if the first N recommendation were accepted by the
users. Therefore, F@N is particularly important for evaluating a strategy which
aims to minimise user dissatisfaction. Note that an EOIs can have a positive
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response, a negative response or they may have no response at all; so F@N is
not the complement of S@N .

F@N =
|EOIs ∩Recommended ∩NegativeResponse|

|EOIs ∩Recommended|
(5)

4.2 Results

We analyse how well the compatibility scores correlate with the users actual
responses to each other by observing if higher positive compatibility C+(A,B)
between all users A and B translate into more EOIs sent between users A and
B.

We observed that all compatibility scores are normally distributed across the
number of EOIs sent. We also noticed a higher average positive compatibility
score (average: 0.45, standard deviation: 0.07) than the average negative com-
patibility score (average: 0.40, standard deviation: 0.09). Most EOIs are sent
between users with combined compatibility higher than 0.5, meaning that their
positive scores are higher than their negative scores. The average combined score
is 0.51 with a standard deviation of 0.07, meaning that the positive compatibil-
ity scores between the sender and receiver of EOIs is mostly higher than their
negative compatibility score. The higher standard deviation for the negative
compatibility scores is likely due to the user’s lack of control over who sends
them an EOI. This means that people receive messages from users with a wider
ranger of attributes, compared to the range of attributes found in the positive
preference models.

In order to understand how negative models of preference can help avoiding
undesired recommendations, we used a set of users who have both a positive
preference model (have sent at least one EOI) and a negative preference model
(have sent at least one negative reply). For these users, we observed no significant
difference in P@N when including the combining positive and negative prefer-
ences in comparison to positive preferences only as shown in Figure 1. The few
EOI-precision points that we are losing are recommendations with high positive
compatibility scores and with similarly high negative compatibility scores. As
shown in example of Table 1 with recommendations p, a highly positive recom-
mendation based on C+(x, p) are pushed down the ranking on C±(x, p), because
the negative compatibility score C−(x, p) is equally high.

It is important to highlight that because we are evaluating over historical
data, the values of P@N are lowerbound values. For instance, from all recom-
mendations that we generate, we are only certain of those that are present in the
historical data, most recommendations were not seen by the user and therefore
nothing can be inferred for those. Therefore, if we generate 100 recommendations
and only 5 appear in the historical data, we can say for certain that we have a
5% lowerbound precision, but we cannot say anything regarding the remaining
95 recommendations.

Because the negative preference model of a user Alice is based on the few
users who sent EOIs to her and to whom she sent negative responses, the ma-
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Fig. 1. EOI precision for different number of recommendations given.

jority of the online users will not match Alice’s negative preference model. For
instance, Alice may not want to date users over 50 years of age, but because she
has not receive any EOI from users of this age group (and as a consequence, she
has not rejected them), we cannot infer a negative compatibility score for them.
Therefore, most random pairs of online dating users will have unknown nega-
tive compatibility scores. In our strategy unknown scores are given the value of
zero (meaning not disliked). Because of this, we evaluated the negative prefer-
ence model scores using all recommendations B where the positive compatibility
C+(A,B) is greater than zero (i.e. users we predict A likes to at least some
degree). For this recommender – referred to as ‘Negative Recommender’ – we
ranked all recommendations such that the recommendation B with the lowest
negative compatibility score C−(A,B) (least disliked) appears first and the B
with highest negative compatibility score appears last.

We observed in Figure 1 that the ‘Negative recommender’ seems to have
constant EOI precision, which indicates that the negative compatibility scores
by itself does not provide a good ranking for a recommender. Also, we observed
that many users have low negative compatibility scores, which indicate that this
model contains many ties, which will harm the precision of such a recommender.
Another reason why negative compatibility scores cannot predict EOIs is that
the negative compatibility model is trained over responses of EOIs and not EOIs
that were not sent (information that we do not possess). For the same reason, the
combined recommender has similar EOI precision to the positive recommender.
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Unlike other recommendations, reciprocal recommendations benefit from neg-
ative preferences as can be seen in Figure 2. This occurs because negative prefer-
ences are modelled using negative responses, therefore improving measures that
account for the response of the users. We can observe that the use of nega-
tive preferences in the reciprocal recommender gives a better success rate for
top-1 and for top-5, while for top-10 and for top-100 they are virtually the
same. The results for the reciprocal combined recommender for top-1 and for
top-5 are 37.46% and 30.77% respectively, while the corresponding results for
the reciprocal positive-only recommender are 31.78% and 28.09%. We ran the
Mann-Whitney-Wilcoxon test on both data sets, for different values of N, to
see whether the success rate improvement of the negative preference reciprocal
recommender was statistically significant. We found that the difference is signif-
icant to a 95% confidence interval from top-1 to top-5 but is not significant at
higher N. Importantly, the success rates of both recommenders are higher than
the baseline success rate, which is the ratio between the number of positively
replied EOIs and the number of EOIs in the test set. These results are important
for our domain, particularly for the case of unpopular users, for whom we may
have small numbers of good recommendations. These results are also important
as the very top recommendations are critical because people are most likely to
focus time and attention on the first set of items presented to them [6].

Matching these results for success rate, there is a lower failure rate for recip-
rocal preferences when negative preferences are used, compared to the case when
only positive preferences are used (Figure 3). We can observe that for all values
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of N the combined positive and negative recommender consistently outperforms
the positive only recommender. But at top-100, the failure rate increases above
the baseline level of 54.19%, which indicates that the reciprocal recommender
provides recommendations with lower chance of rejection only for lower numbers
of N .

Overall these results show that exploiting negative preferences is a promising
approach for fine tuning reciprocal recommendations. As the negative preference
compatibility score is subtracted from the positive one, the effect is in fact only
pushing recommended users down the list, not promoting users to be recom-
mended who did not already have a very high positive score. This is why the
EOI precision is not statistically different. However for top-1 to top-5, the suc-
cess rate is higher and the failure rate considerably lower than using the positive
preferences only. This means that our combined recommender does indeed help
with our goals of reducing the chance of rejection.

5 Concluding Remarks

The driver for this exploration of modelling both negative and positive prefer-
ences was to reduce the risk of people being rejected in a reciprocal recommender
system. Our broader goal was to gain greater understanding of how the negative
preference model affects the performance of a reciprocal recommender. Accord-
ingly, we defined models for both positive and negative preferences and explored
ways to combine these to select recommendations and then for ranking them.
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We have conducted our research in the context of a large online dating site.
In our study, we created a model of negative user preferences and evaluated
the use of this model in conjunction with the use of a positive model of user
preferences in order to generate and to rank recommendations for an online dat-
ing recommender. We observed that, despite the fact that negative preferences
do not help to increase the number of EOI sent (observed using P@N), they
do help to make recommendations with a higher chance of success and lower
chance of failure. Therefore, by accounting for dislikes as well as likes, the addi-
tion of negative preferences in a reciprocal recommender can reduce the risk of
repeated rejection that some users experience in online dating. Since other re-
ciprocal recommender domains also involve a risk of rejection, these results are
a contribution to improving understanding of how to create better reciprocal
recommenders.
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