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Machine	  learning	  

•  Learning	  from	  data	  to	  make	  accurate	  
predic?ons	  in	  the	  future.	  
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Data	  science	  

•  Interes?ng	  ways	  of	  using	  data,	  oHen	  with	  
computers,	  to	  amaze	  and	  delight!	  
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Sensi?ve	  training	  data	  

•  OHen,	  training	  data	  is	  comprised	  of	  
sensi?ve	  informa?on	  about	  individuals.	  

Sex	   Age	   BT	   BPs	   BPd	   …	  

Alice	   1	   25	   0	   100	   70	   …	  

Bob	   0	   32	   2	   140	   90	   …	  

Charlie	   0	   65	   1	   90	   60	   …	  

…	   …	   …	   …	   …	   …	   …	  

Private	  database	  



obamaischeckingyouremail.tumblr.com	  



obamaischeckingyouremail.tumblr.com	  



machine	  learning	  +	  sensi?ve	  informa?on	  =	  ?	  



Using	  sensi?ve	  training	  data	  

Examples:	  classify	  e-‐mails	  as	  spam/ham,	  detect	  fraud	  in	  credit	  
card	  transac?ons,	  predict	  disease	  suscep?bility	  from	  DNA,	  etc.	  

Training	  
data	   Computer	  program	   Program	  

output	  

???	  

$$$	  !!!	  

Sensi?ve	  informa?on,	  
want	  to	  keep	  private	  

f (training	  data),	  
publicly	  released	  or	  deployed	  

Sex	   Age	   BT	   BPs	   BPd	  

Alice	   1	   25	   0	   100	   70	  

Bob	   0	   32	   2	   140	   90	  

Charlie	   0	   65	   1	   90	   60	  

Want	  to	  transform	  private	  informa?on	  into	  public	  good!	  



Outline	  for	  rest	  of	  talk	  

1.  Is	  machine	  learning	  compa?ble	  with	  privacy?	  
2.  Privacy	  expecta?ons	  
3.  Limits	  of	  privacy-‐preserving	  sta?s?cs	  and	  ML	  
4.  Concluding	  remarks	  



1.	  IS	  MACHINE	  LEARNING	  
COMPATIBLE	  WITH	  PRIVACY?	  



Popula?ons	  and	  samples	  

•  Goal	  of	  machine	  learning:	  learn	  predic?ve	  
characteris?cs	  about	  a	  popula?on.	  
– Don’t	  have	  access	  to	  data	  for	  en?re	  popula?on,	  
so	  use	  a	  representa?ve	  sample	  (“training	  data”).	  

– Privacy	  risk	  is	  with	  respect	  to	  
individuals	  represented	  in	  the	  sample.	  

Popula?on	   Representa?ve	  sample	  



Popula?ons	  and	  samples	  

Popula?on	   Training	  data	  

GeneralizaIon:	  output	  of	  learning	  f	  (training	  data)	  is	  
predic?ve	  w.r.t.	  random	  individual	  from	  popula?on.	  

Need	  not	  be	  predic?ve	  w.r.t.	  any	  
par?cular	  individual	  in	  training	  sample.	  

?	  

!!!	  



Privacy	  viola?ons	  abound	  

Unfortunately,	  many	  standard	  applica?ons	  of	  
machine	  learning	  and	  sta?s?cs	  will,	  by	  default,	  

compromise	  the	  privacy	  of	  individuals	  
represented	  in	  the	  sample.	  



Obvious	  privacy	  viola?ons	  

•  If	  output	  includes	  training	  data	  points…	  

Output	  reveals	  sensi?ve	  informa?on	  of	  some	  (or	  all)	  
individuals	  in	  the	  training	  data.	  

Nearest	  neighbor	  classifier	   Kernel-‐based	  SVM	  



Subtle	  privacy	  viola?ons	  

•  If	  output	  is	  sensi?ve	  to	  outliers…	  
Alice	   0.2	   0.7	   0.8	   0.4	   0.1	   0.2	  

Bob	   0.3	   0.8	   0.7	   0.4	   0.5	   0.3	  

Charlie	   0.5	   0.2	   0.3	   250	   0.7	   250	  

Dave	   0.6	   0.1	   0.9	   0.5	   0.4	   0.4	  

Eve	   0.3	   0.0	   0.5	   0.3	   0.5	   0.5	  

Mean:	   0.38	   0.36	   0.64	   50.32	   0.44	   50.28	  

Can	  reveal	  informa?on	  about	  outlying	  individuals	  
(e.g.,	  uniquely	  iden?fying	  features).	  



Very	  subtle	  privacy	  viola?ons	  

Cancer	  group	   Healthy	  group	  

Published	  correla?on	  sta?s?cs	  from	  GWAS	  

[Wang	  et	  al,	  2009]:	  shows	  how	  published	  GWAS	  
results	  reveals	  whether	  specific	  individuals	  from	  
the	  study	  were	  in	  cancer	  group	  or	  healthy	  group.	  



Why	  is	  privacy-‐preserving	  ML	  hard?	  

•  Anackers	  may	  have	  access	  to	  side-‐informa?on	  
•  Anackers	  may	  have	  compromised	  the	  training	  
data	  (e.g.,	  know	  every	  row	  except	  yours)	  

In	  fact,	  machine	  learning	  tools	  have	  been	  
used	  to	  compromise	  privacy!	  



Neolix	  challenge	  data	  set	  

•  “Anackers”	  [Narayanan	  &	  Shma?kov,	  2008]	  obtained	  
access	  to	  public	  IMDb	  movie	  ra?ngs.	  

•  Par?al	  informa?on	  about	  a	  user	  suffices	  to	  reconstruct	  
en?re	  row	  in	  Neolix	  data	  set	  (all	  movie	  ra?ngs).	  

•  Machine	  learning	  technique:	  	  nearest-‐neighbor	  classifiers	  



2.	  PRIVACY	  EXPECTATIONS	  



What	  “privacy”	  can	  we	  expect?	  

•  MoIvaIon:	  “big	  data”	  is	  crea?ng	  unexpected	  
privacy	  harms	  
– Releasing/deploying	  predictors	  trained	  on	  private	  
DBs	  that	  predict	  sensi?ve	  anributes.	  

•  Dalenius	  (1977):	  	  access	  to	  f(DB)	  should	  not	  
change	  what	  an	  anacker	  can	  learn	  about	  an	  
individual	  in	  the	  database.	  

	   	   	   	   	   	   	   	   	   	  (DB	  =	  training	  data)	  



Power	  of	  side-‐informa?on	  

•  Many	  sources	  of	  side-‐informa?on	  already	  available	  to	  
prospec?ve	  anackers	  –	  this	  is	  not	  going	  to	  change.	  
–  e.g.,	  data	  already	  available	  in	  public	  records,	  
prior	  knowledge/beliefs	  

•  Can	  generate	  privacy	  harm	  from	  “benign”	  informa?on	  
+	  side	  informa?on	  
–  Suppose	  I	  know	  that	  Alice’s	  salary	  is	  2x	  the	  average	  salary	  
in	  her	  department.	  

–  Learning	  about	  the	  average	  salary	  gives	  new	  informa?on	  
about	  Alice’s	  salary.	  

•  Upshot:	  	  Dalenius’	  criterion	  is	  not	  feasible.	  



Differen?al	  privacy	  

•  [Dwork,	  McSherry,	  Nissim,	  &	  Smith,	  2006]	  
•  Similar	  to	  Dalenius’	  criterion,	  but	  feasible.	  
– Anacker	  should	  not	  learn	  (much)	  more	  from	  f(DB)	  
than	  from	  f(DB	  –	  {Alice}).	  

– Limit	  increase	  in	  potenIal	  “privacy	  harm”.	  	  
– How	  “much”	  is	  quan?fiable.	  



Use	  of	  randomness	  

•  CriIcal	  idea:	  require	  f	  to	  use	  randomiza?on.	  
– On	  any	  input	  DB,	  f(DB)	  is	  a	  random	  variable:	  
specify	  a	  distribu?on	  over	  possible	  outputs,	  then	  
randomly	  draw	  from	  it.	  

density	  of	  f(DB)	  



Differen?al	  privacy	  (schema?c)	  

DB	   f f(DB)	  
Sex	   Age	   BT	   BPs	   BPd	  

Alice	   1	   25	   0	   100	   70	  

Bob	   0	   32	   2	   140	   90	  

Charlie	   0	   65	   1	   90	   60	  

DB’	   f f(DB’)	  
Sex	   Age	   BT	   BPs	   BPd	  

Alice	   1	   25	   0	   100	   70	  

Bob	   0	   32	   2	   140	   90	  

Charlie	   0	   65	   1	   90	   60	  

⇡

~	  

~	  

w/	  Alice’s	  data	  

w/	  fake	  data	  



Differen?al	  privacy	  (defini?on)	  

•  Formal	  definiIon:	  
Say	  f	  guarantees	  ε-‐differen?al	  privacy	  if:	  
for	  all	  possible	  databases	  DB	  and	  DB’	  differing	  
in	  a	  single	  row,	  
	  	   	  	  
	  
	  
for	  all	  outputs	  t	  ∊	  range(	  f ).	  

Pr[	  f(DB)	  =	  t	  ]	  

Pr[	  f(DB’)	  =	  t	  ]	  
≤	  (1+ε)	  (1-‐ε)	  ≤	  

[Technically,	  use	  exp(-‐ε)	  and	  exp(ε).]	  



Anacker’s	  perspec?ve	  

f(DB)	  

f(DB’)	  

⇡
~	  

~	  

w/	  Alice’s	  data	  

w/	  fake	  data	  

Attacker 

Attacker 

Inferences	  
about	  Alice	  

Inferences	  
about	  Alice	  

⇡

If	  	  f	  	  guarantees	  differen?al	  privacy:	  



Salary	  example	  

•  DB	  	  :=	  	  {	  employee	  salaries	  in	  Alice’s	  dept.,	  
each	  between	  $0	  and	  $1M	  }.	  

•  âvg	  	  :=	  	  average	  of	  salaries	  in	  DB.	  
•  f(DB)	  :=	  âvg	  	  not	  differen?ally	  private,	  trivially	  
because	  it	  is	  determinis?c.	  



Adding	  random	  noise	  

•  What	  about	  	  f(DB)	  	  :=	  	  âvg	  +	  random	  noise?	  
– Use	  noise	  w/	  stddev	  σ	  	  ≈	  	  $1M	  /	  (ε	  n)	  
– Convenient	  noise	  density	  	  (“Laplace	  dist.”):	  
	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  p(z)	  	  ∝	  	  exp(-‐|z|/σ)	  

âvg	  

density	  of	  f(DB)	  

(n	  =	  |DB|)	  

[DMNS,’06]	  



Adding	  random	  noise	  

•  This	  guarantees	  ε-‐differen?ally	  private!	  
– Replacing	  Alice’s	  salary	  by	  arbitrary	  value	  in	  range	  
[0,	  1M]	  can	  shiH	  mean	  of	  f(DB)	  by	  	  ≤	  	  $1M/n.	  

– Density	  value	  can	  change	  by	  factor	  ≤	  exp(ε)	  ≈	  1+ε.	  

âvg	  

density	  of	  f(DB)	  

[DMNS,’06]	  



Alice’s	  perspec?ve	  

f(DB)	  

f(DB’)	  

⇡
~	  

~	  

w/	  Alice’s	  salary	  

w/	  fake	  salary	  

Attacker 

Attacker 

Inferences	  
about	  Alice	  

Inferences	  
about	  Alice	  

⇡

If	  	  f	  	  guarantees	  differen?al	  privacy:	  

Alice	  has	  plausible	  deniability	  for	  any	  inferences	  
an	  anacker	  can	  make	  about	  her	  salary!	  



Sta?s?cal	  u?lity	  

•  Privacy	  vs.	  staIsIcal	  uIlity	  trade-‐offs:	  
– Best	  for	  privacy:	  just	  return	  noise!	  
– Best	  for	  u?lity:	  add	  no	  noise.	  

•  If	  DB	  is	  itself	  a	  random	  sample,	  expect	  
sampling	  error	  to	  be	  O(1/√n).	  

•  Extra	  noise	  for	  privacy	  has	  stddev	  =	  O(1/n).	  
– Lower-‐order	  than	  sampling	  error!	  

	  
Is	  privacy	  essen?ally	  free?	  



CHAUDHURI, MONTELEONI AND SARWATE

7.1 Preprocessing

In order to process the Adult data set into a form amenable for classification, we removed all entries
with missing values, and converted each categorial attribute to a binary vector. For example, an at-
tribute such as (Male,Female) was converted into 2 binary features. Each column was normalized
to ensure that the maximum value is 1, and then each row is normalized to ensure that the norm of
any example is at most 1. After preprocessing, each example was represented by a 105-dimensional
vector, of norm at most 1.

For the KDDCup99 data set, the instances were preprocessed by converting each categorial at-
tribute to a binary vector. Each column was normalized to ensure that the maximum value is 1,
and finally, each row was normalized, to ensure that the norm of any example is at most 1. After
preprocessing, each example was represented by a 119-dimensional vector, of norm at most 1.

7.2 Privacy-Accuracy Tradeoff

For our first set of experiments, we study the tradeoff between the privacy requirement on the
classifier, and its classification accuracy, when the classifier is trained on data of a fixed size. The
privacy requirement is quantified by the value of εp; increasing εp implies a higher change in the
belief of the adversary when one entry in D changes, and thus lower privacy. To measure accuracy,
we use classification (test) error; namely, the fraction of times the classifier predicts a label with the
wrong sign.
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(a) Regularized logistic regression, Adult
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(b) Regularized SVM, Adult

Figure 2: Privacy-Accuracy trade-off for the Adult data set

To study the privacy-accuracy tradeoff, we compare objective perturbation with the sensitivity
method for logistic regression and Huber SVM. For Huber SVM, we picked the Huber constant
h = 0.5, a typical value (Chapelle, 2007).1 For each data set we trained classifiers for a few fixed
values of Λ and tested the error of these classifiers. For each algorithm we chose the value of Λ
that minimizes the error-rate for εp = 0.1.2 We then plotted the error-rate against εp for the chosen
value of Λ. The results are shown in Figures 2 and 3 for both logistic regression and support vector

1. Chapelle (2007) recommends using h between 0.01 and 0.5; we use h= 0.5 as we found that a higher value typically
leads to more numerical stability, as well as better performance for both privacy-preserving methods.

2. For KDDCup99 the error of the non-private algorithms did not increase with decreasing Λ.
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Es?ma?ng	  linear	  classifiers	  
[Chaudhuri,	  Monteleoni,	  &	  Sarwate	  ’11]	  
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Es?ma?ng	  principal	  components	  
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p

for a synthetic data set with n = 5,000, d = 10, and k = 2. The
data has a Gaussian distribution whose covariance matrix has eigenvalues given by (27).

Our investigation brought up many interesting issues to consider for future work. The descrip-
tion of di↵erentially private algorithms assume an ideal model of computation : real systems require
additional security assumptions that have to be verified. The di↵erence between truly random noise
and pseudorandomness and the e↵ects of finite precision can lead to a gap between the theoretical
ideal and practice. Numerical optimization methods used in some privacy methods (Chaudhuri
et al., 2011) can only produce approximate solutions; they may also have complex termination
conditions unaccounted for in the theoretical analysis. MCMC sampling is similar : if we can guar-
antee that the sampler’s distribution has total variation distance � from the Bingham distribution,
then sampler can guarantee (✏

p

, �) di↵erential privacy. However, we do not yet have such analytical
bounds on the convergence rate; we must determine the Gibbs sampler’s convergence empirically.
Accounting for these e↵ects is an interesting avenue for future work that can bring theory and
practice together.

For PCA more specifically, it would be interesting to extend the sample complexity results to
general k > 1. For k = 1 the utility functions q

F

(·) and q
A

(·) are related, but for larger k it
is not immediately clear what metric best captures the idea of “approximating” the top-k PCA
subspace. For minimax lower bounds, it may be possible to construct a packing with respect to
a general utility metric. For example, Kapralov and Talwar (2013) use properties of packings on
the Grassmann manifold. Upper bounds on the sample complexity for PPCA may be possible by
performing a more careful analysis of the Bingham distribution or by finding better approximations
for its normalizing constant. Developing a framework for analyzing general approximations to PCA
may be of interest more broadly in machine learning.
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3.	  LIMITS	  OF	  PRIVACY-‐PRESERVING	  
STATISTICS	  &	  ML	  



Unfortunately,	  many	  limits	  to	  what	  
can	  be	  done	  privately	  

1.  Sta?s?cal	  es?ma?on	  
2.  Computa?onal	  learning	  
3.  Data	  release	  



Revisi?ng	  the	  use	  of	  random	  noise	  

•  Recall:	  
– DB	  	  :=	  	  {	  salaries,	  each	  between	  $0	  and	  $1M	  };	  
âvg	  	  :=	  	  average	  of	  salaries	  in	  DB.;	  
f(DB)	  	  :=	  	  âvg	  +	  random	  noise.	  
•  Noise	  stddev	  σ	  	  ≈	  	  $1M	  /	  (ε	  n)	  
•  Noise	  density:	  	  p(z)	  	  ∝	  	  exp(-‐|z|/σ)	  

What	  if	  95%	  of	  DB	  
is	  ≤	  $50K	  ?	  

âvg	  

density	  of	  f(DB)	  



Too	  much	  noise	  
•  Noise	  dependence	  on	  range	  can	  wash	  out	  
accuracy	  of	  original	  es?mator.	  

•  Some	  recent	  progress:	  “smooth	  sensi?vity”	  
method,	  but	  only	  for	  weaker	  privacy	  guarantee	  
[Nissim,	  Raskhodnikova,	  &	  Smith,	  ’07;	  	  Chaudhuri	  &	  H.,	  ‘12]	  

âvg	  

density	  of	  f(DB)	  
95%	  of	  DB	  



Robustness	  is	  cri?cal	  

•  Many	  es?mators	  (e.g.,	  sample	  mean)	  are	  not	  
very	  robust.	  

•  Rich	  literature	  on	  robust	  sta?s?cs	  provides	  
quan?fica?on	  of	  es?mator	  robustness:	  
	   	   	   	   	  Gross	  Error	  SensiIvity	  

Theorem	  [Chaudhuri	  &	  H.,	  ‘12]:	  
Every	  ε-‐differen?ally	  private	  es?mator	  f(DB)	  has	  
expected	  error	  at	  least	  

	   	  GES	  /	  (ε	  n)	  	  	  +	  	  	  inherent	  sta?s?cal	  error	  



Robust	  M-‐es?mators	  

•  Certain	  classes	  of	  M-‐es4mators	  can	  be	  made	  
differen?ally-‐private	  [Rubenstein	  et	  al,	  ’09;	  Chaudhuri	  
et	  al,	  ’11;	  Chaudhuri	  &	  H.,	  ’12].	  

•  Examples:	  	  median,	  	  trimmed-‐mean	  
– Convergence	  rates	  of	  [Chaudhuri	  &	  H.,	  ’12]	  nearly	  
match	  lower	  bounds.	  



Computa?onal	  learning	  

•  Probably	  Approximately	  Correct	  (PAC)	  
Learning	  [Valiant,	  ‘84]:	  	  theore?cal	  framework	  for	  
sta?s?cal	  /	  computa?onal	  learning	  
– Together	  with	  Vapnik-‐Chervonenkis	  theory,	  
provides	  basis	  for	  almost	  all	  modern	  machine	  
learning	  theory	  

•  Basic	  quesIon:	  	  Is	  PAC	  Learning	  possible	  w/	  
differen?al	  privacy?	  



Limits	  of	  computa?onal	  learning	  

•  Q:	  	  Is	  PAC	  Learning	  possible	  w/	  differenIal	  privacy?	  
–  In	  some	  special	  cases,	  yes	  
[Kasiviswanathan	  et	  al,	  ’08;	  Blum,	  Ligen,	  &	  Roth,	  ’08;	  
Chaudhuri	  &	  Monteleoni,	  ’08;	  …]	  

– No,	  in	  general!	  	  [Chaudhuri	  &	  H.,	  ’11]	  
•  Key:	  	  being	  insensi?ve	  to	  individual	  data	  points	  (for	  
the	  purpose	  of	  protec?ng	  privacy)	  harms	  general	  
learning	  capabili?es.	  



No	  private	  PAC	  learning	  in	  general	  

0 1z 0 1z´

Task:	  learn	  a	  threshold	  func?on	  
hz(x)	  =	  1	  if	  x	  >	  z,	  	  hz(x)	  =	  0	  if	  x	  ≤	  z.	  

Two	  possible	  data	  distribu?ons	  with	  
very	  different	  op?mal	  threshold	  func?ons.	  

A	  differen?ally	  private	  learning	  algorithm	  with	  
limited	  data	  must	  behave	  similarly	  in	  both	  cases:	  	  
∴	  fails	  in	  at	  least	  one	  of	  the	  cases.	  



Special	  cases	  where	  learning	  is	  possible	  

•  Low-‐dimensional	  problems:	  many	  near-‐
op?mal	  methods	  for	  “nice”	  data	  distribu?ons.	  

•  High-‐dimensional	  linear	  problems:	  Some	  
recent	  progress	  [Rubinstein,	  Bartlen,	  Huang,	  and	  TaH,	  
’09;	  Chaudhuri,	  Monteleoni,	  &	  Sarwate,	  ’11;	  Kifer,	  Smith,	  &	  
Thakurta,	  ’12;	  …]	  

– But	  accuracy	  suffers	  significantly	  for	  high-‐
dimensional	  problems	  (unless	  ε	  large).	  



Private	  data	  release	  

•  Goal:	  	  release	  “sani?zed”	  version	  of	  training	  data	  
set	  	  (e.g.,	  Neolix)	  

•  In	  some	  cases,	  informaIon-‐theoreIcally	  
possible	  [Blum,	  Ligen,	  &	  Roth,	  ’08].	  

•  Many	  computaIonal	  intractability	  results	  
[Dwork,	  Naor,	  Reingold,	  Rothblum,	  &	  Vadhan,	  ’09;	  Ullman	  &	  
Vadhan,	  ’11]	  
–  Recent	  progress:	  [Hardt,	  Ligen,	  McSherry,	  ’12]	  

•  Inherent	  limitaIon:	  must	  an?cipate	  the	  types	  of	  
learning	  algorithms	  someone	  might	  want	  to	  run!	  



4.	  CONCLUDING	  REMARKS	  



Privacy	  as	  a	  first-‐order	  criterion	  

•  Many	  privacy	  viola?ons	  discovered	  in	  (previously)	  
unexpected	  scenarios.	  
–  Lots	  of	  work	  trying	  to	  reform	  privacy	  law	  /	  regula?ons	  
to	  prevent	  and	  react	  to	  privacy	  harm.	  

•  Also	  need	  technical	  soluIons:	  
data	  analysis	  tools	  guaranteed	  to	  limit	  privacy	  
harm.	  
– Here,	  mathema?cal	  proofs	  of	  privacy	  are	  essen?al.	  
–  Challenge:	  	  need	  to	  understand	  seman?cs!	  	  
(e.g.,	  how	  to	  interpret	  ε?)	  



Stronger	  no?ons	  of	  privacy	  

•  Pan	  privacy	  	  [Dwork,	  Naor,	  Pitassi,	  Rothblum,	  &	  
Yekhanin,	  ’10]	  
– Worried	  that	  memory	  of	  learning	  algorithm	  can	  
be	  compromised	  and	  exposed.	  

•  Local	  privacy	  	  [Kasiviswanathan	  et	  al,	  ’08;	  Duchi,	  Jordan,	  
&	  Wainwright,	  ’12]	  

– Don’t	  even	  trust	  the	  learning	  algorithm	  /	  “data	  
curator”.	  

What	  about	  weaker	  (but	  sIll	  non-‐broken)	  
noIons	  of	  privacy?	  



Privacy	  and	  machine	  learning	  

•  Sta?s?cal	  u?lity	  vs.	  privacy	  trade-‐offs	  
•  But	  there	  is	  a	  third-‐component:	  data	  set	  size	  

– More	  data	  ➞	  smaller	  noise	  	  ➞	  more	  stat.	  u?lity	  
– How	  to	  get	  more	  data?	  
IncenIves	  w/	  privacy	  guarantees?	  

privacy	  

sta?s?cal	  u?lity	   sample	  size	  




